
Internet Infrastructure Review-#2 Internet Infrastructure 
 
I believe the best examples of this section were covered during class lecture on September 29 
when you split the class into groups, and each group addressed different possible components 
of the infrastructure.  You also mentioned ipv4 transition to ipv6 during our conversation as a 
component of this section.   
 
Re ipv4/ipv6 technology.  The technology for this topic was covered in my blog on August 17.  
Snapshots of IPv4 and IPv6 Internet topologies were taken during the first week of January 
2008 illustrating the worldwide distribution of nodes in each routing system.  
 

 
 

In terms of evolution, according to Wikipedia,  

 Ipv4 is the fourth revision in the development of the Internet Protocol (IP) and the first 
version of the protocol to be widely deployed. Together with IPv6, it is at the core of 
standards-based internetworking methods of the Internet. IPv4 is still by far the most 
widely deployed Internet Layer protocol (As of 2011, IPv6 deployment is still in its infancy). 

 IPv4 is described in IETF publication RFC 791 (September 1981), replacing an earlier 
definition (RFC 760, January 1980). 

 IPv4 is a connectionless protocol for use on packet-switched Link Layer networks (e.g., 
Ethernet). It operates on a best effort delivery model, in that it does not guarantee 
delivery, nor does it assure proper sequencing or avoidance of duplicate delivery. These 
aspects, including data integrity, are addressed by an upper layer transport protocol , such 
as the Transmission Control Protocol (TCP). 

 IPv6 does not implement interoperability features with IPv4, and creates essentially a 
parallel, independent network. Exchanging traffic between the two networks requires 
special translator gateways, but modern computer operating systems implement dual-
protocol software for transparent access to both networks either natively or using a 
tunneling protocol. 

 
September 29:  Internet infrastructure discussed by the class follows. 



 
Group 1 Client/Server: 
 
Client/Server architecture is a program design.  You have a program that is deliberately built 
into 2 components.  You have a centralized component that is going to run on a server, and 
then you have a client program that is going to run on the user's individual work station.  With 
Client/Server each of them is incomplete without the other. 
 
There are three primary components to the Client/Server architecture. 

1) The centralized server which is a physical server that is located in your building or it 
could be something on the cloud in a data center in the middle of nowhere. 

2) The network connection (phone, cable, fiber optics, wireless) 
3) Client computers 

 

 
 
The centralized server talks to many different clients.  Servers can talk to hundreds of clients 
depending on how robust they are and they type of network connection.  Client stations can be 
workstation PCs; they can be a laptop, cell phones–pretty much anything that has an IP address 
and an Internet connection can act as a client. 
 
How does this translate to the Web?  The Web Browsers act as clients because they are 
retrieving information from a server that is at another location, formatting that information and 
then presenting it back to the client.  You can open up localized Web sites on your computer, 
but when your computer is connected to the network, then your computer is acting as the client 
in the client/server partnership.   
 
Other software that you can download and use: e.g. Google Earth requires you to install a 
plugin, and that turns your browser into a client for Google Earth.  There are also interactive 
databases that can run on a Web site, e.g. PHP and SQL.  An industry example would include 
MS Exchange.  The centralized Exchange server stores all the emails catching your emails 
even when your computer isn't turned on.  When you open up Outlook which is acting as the 
client, Exchange retrieves, formats, and delivers your emails to Outlook.  MMORPG Video 
games are all running on client/server architecture, e.g. World of Warcraft. 
 
Your comment to this group was that "the server is really more software than it is hardware.  
While we often talk about a server being a computer (hardware), it is really the application of the 
server software that matters." 
 
Group 2 P2P (Peer to Peer) architecture 
 
You introduced the group saying that some Internet applications and some applications that are 
WebbIE run on P2P. 
 



Instead of Client/Server architecture, P2P does away with the server "almost" entirely, and they 
(the clients) just all talk to each other.  P2P is basically a whole bunch of users sharing 
information and is usually used primarily for file sharing.  There are other uses for it, too.  Skype 
is sort of a form of P2P architecture.   
 

 
 
There are several different versions of P2P.  The most popular today is BitTorrent.  It started off 
with IRC (created in 1988)–people sending files to each other in chat rooms.  Another example 
would be Napster (1999) where clients connected to the Napster server; then they break off 
from the server and send files to each other.   
 
Piracy is one of the biggest uses of P2P.  However, it also has legitimate uses including Linux 
distributions.  Suppose that someone puts together their own version of Linux, and they want to 
share it with the world.  They don't have the money or the backing to run to a powerful server 
that can handle lots of bandwidth, and they don't want to pay someone else to make their Linux 
version available.  They can release their Linux version as a BitTorrent file and get lots of 
people downloading it and sharing it at the same time.  It is possible to actually download a big 
file fairly quickly because everyone is sharing with each other.  It basically monetizes everyone's 
bandwidth instead of one server's bandwidth.  So P2P has uses that are still legal (which is why 
it is still legal to have P2P sharing). 
 
As mentioned above, BitTorrent is currently the most popular P2P version.  It consists of three 
parts. 
 

1) The protocol which defines how the files get "chunked up" and handed out to individual 
clients. 

2) Trackers which are Web sites that index files that are available on BitTorrent.  It's like a 
roadmap for BitTorrent that tells you where to go to get something. 

3) Software clients–There are many of these, and they are mostly free.  They put the 
protocol and trackers together and start sharing with other BitTorrent users.   

 
The clients should all share with each other.  It doesn't have to be the same client on the other 
end because they all use the same protocol. 
 
In conclusion, P2P is an alternative architecture to Client/Server architecture for the sharing of 
data. 
 
Group 3 DNS (Domain Name System) 
Having discussed architecture, we need to consider how to "keep up" with the connections to 
this big wide-open network.  
 
What is DNS?  A good way to think of it is as the phonebook of the Internet.  Names are easy to 
remember; numbers a kind of hard.  No one remembers that Google is http://74.125.224.72  as 



their server name, but Google.com is really easy to remember.  DNS is the service that matches 
a name with the IP address that corresponds with the Web server. 
 
How does DNS work? 
 

 (Click on pic for hyperlink to source.) 
 
As far as who runs a DNS server, there are a couple of top-level domains, but fundamentally 
your ISP service or the University (in the case of the class) is going to be the primary DNS 
server.  The client will talk to the DNS server and ask, "What is uga.edu?"  Since we are 
currently located at UGA, the UGA DNS server knows that answer, so it will come back with 
uga.edu's IP address.  But if you ask the UGA DNS server for something that it isn't responsible 
for like what is google.com's IP address, then the client would have to go out to one of the top-
level DNS servers and ask for the server name for google.com.  That server would say "Go look 
over here," and it would send you to Google's DNS server to retrieve the google.com IP 
address.  Then the UGA DNS server returns Google's IP address to the client so the browser 
will know where to go to get to Google's Web page. 
 
DNS architecture 
 

 (Click on pic for hyperlink to source.) 
 
DNS architecture is tiered.  There are top-level domains (arpa, com, edu, net, org, etc.).  The 
other domains will fall under the top-level domains, e.g. yahoo is a sub-domain under the com 
domain and www would be a sub-domain of yahoo. 
 



From a root server standpoint, who runs DNS? 
 

 (Click on pic for hyperlink to source.) 
 
These are all of the current root DNS servers.  There are classically 13 of them, but they have 
become more and more distributed.  Companies like VeriSign have turned their main site into 
70 different locations.  ICANN is quite important because they manage who owns what IP 
address and also who owns what DNS servers.  ICANN has split their root DNS server over 50 
different unique locations.  These are the main DNS servers that facilitate communications 
between all of the different Comcast DNS servers. 
 
To register a domain in DNS:  Take your favorite domain name register system (e.g. Network 
Solutions, GoDaddy, etc.) and say that you want to buy mydomain.com.  So they would sell that 
to you for perhaps $11.99.  One question they would ask you is where do you want to host 
mydomain.com?  You can host it with them, or you can host it from a server at your house, but 
you have to set up a DNS.  Basically, you are assigning mydomain.com to an authoritative DNS 
server, either on that site (many will give you that for free); there are a couple of public DNS 
servers, or you can run your own.  Ultimately, that would register with the top-level domains.  So 
when you went to the com top-level DNS server and said where is mydomain.com, it would 
come back and say it is located at the Network Solutions DNS server which in turn would say 
mydomain.com is located at Scott's house. 
 
More information about DNS servers and DNS evolution may be found here. 
 
Group 4 Hosting a Solution 
 
Now that we have a name in mind, we need to consider WHERE do you put your stuff? 
 
What does it mean to host a Web site?  You are creating your own Web site, and the host is 
providing space on the server, so you can own or lease from the company owning the server. 
 
What are the possible ways a site may be hosted?   

 VPS (Virtual Private Server) hosting 
 Dedicated 
 Shared 
 Colocation 
 Self-hosting 
 Cloud Computing 



 
Probably the lowest tiered option would be self-hosting environment where there would be many 
different users on one server sharing the resources and space available on that server.  One 
drawback is that you are vulnerable to other users on that system.   
 
A shared web hosting service or virtual hosting service or derive host refers to a web hosting 
service where many websites reside on one web server connected to the Internet. Each site 
"sits" on its own partition, or section/place on the server, to keep it separate from other sites. 
This is generally the most economical option for hosting, as many people share the overall cost 
of server maintenance. 
 
The next level up would be a VPS hosting environment.  You are still sharing a server, but you 
have your own dedicated space.  You are more secure, and you have more configuration 
options.  VPS is functionally equivalent to a separate physical computer, is dedicated to the 
individual customer's needs, has the privacy of a separate physical computer, and can be 
configured to run as a server computer (i.e. to run server software). 
 
A step of from that would be the dedicated server where you lease your own "box" hardware.  
No one else is on it.  You can put whatever you want on it.  Dedicated server hosting is a type of 
Internet hosting in which the client leases an entire server not shared with anyone. This is more 
flexible than shared hosting, as organizations have full control over the server(s), including 
choice of operating system, hardware, etc. Server administration can usually be provided by the 
hosting company as an add-on service. In some cases a dedicated server can offer less 
overhead and a larger return on investment. Dedicated servers are most often housed in data 
centers, similar to colocation facilities, providing redundant power sources and HVAC systems. 
 
Similar to a dedicated server is colocation.  Instead of leasing space from someone on their 
server, you can actually purchase the hardware, and they will run the hardware at their location.  
You would have to maintain the hardware, but it would not have to be physically present next to 
your computer. 
 
Cloud Computing:  At the foundation of cloud computing is the broader concept of infrastructure 
convergence (or Converged Infrastructure) and shared services. This type of data center 
environment allows enterprises to get their applications up and running faster, with easier 
manageability and less maintenance, and enables IT to more rapidly adjust IT resources (such 
as servers, storage, and networking) to meet fluctuating and unpredictable business demand.   
Most cloud computing infrastructures consist of services delivered through shared data-centers 
and appearing as a single point of access for consumers' computing needs. Commercial 
offerings may be required to meet service-level agreements (SLAs), but specific terms are less 
often negotiated by smaller companies. 
 
How to choose the best type of hosting? 
 
Consider facts like cost, hardware (disk space, RAM, processor, traffic load, security, level of 
control, and service level agreement). 
 
How to evaluate hosting providers? 
 
Consider the use (ecommerce, personal, social).  Consider customer service, level of 
knowledge, view sites hosted on those hosts, and determine bandwidth needs. 
 



A basic summary of the history of web hosting may be found here. 
 
In conclusion, Internet Infrastructure components considered in this blog were ipv4/ipv6, 
client/server and P2P architectures, DNS, and Web hosting.   


