
Data: 
 
In our class notes from October 27, the Data section included 2 components: DBMS and the 
data server.  Within these components I also addressed storage and security. 
 
A database server  

is a computer in a network that is dedicated to database storage and retrieval. It holds 
the database management system (see DBMS) and the databases. Upon requests from 
the client machines, it searches the database for selected records and passes back the 
results.  A database server may be part of a file server that also houses applications and 
non-database files; however, the term generally implies a server that provides only 
database functions. 
 

Expanded definition:  database server-A stand-alone computer in a local area 
network that holds and manages the database. It implies that database 
management functions, such as locating the actual record being requested, is 
performed in the server computer. Contrast with file server, which acts as a 
remote disk drive and requires that large parts of the database, for example, 
entire indexes, be transmitted to the user's computer where the real database 
management tasks are performed. 
 
First-generation personal computer database software was not designed for a 
network; thus, modified versions of the software released by the vendors 
employed the file server concept. Second-generation products, designed for local 
area networks, perform the management tasks in the server where they should 
be done, and consequently are turning the file server into a database server. 

 
Microsoft's SQL Server  

is a relational database server, developed by Microsoft: It is a software product whose 
primary function is to store and retrieve data as requested by other software 
applications, be it those on the same computer or those running on another computer 
across a network (including the Internet). There are at least a dozen different editions of 
Microsoft SQL Server aimed at different audiences and for different workloads (ranging 
from small applications that store and retrieve data on the same computer, to millions of 
users and computers that access huge amounts of data from the Internet at the same 
time).  Microsoft SQL Server's primary query languages are T-SQL and ANSI SQL. 
 
The evolution of the MS SQL service may be accessed here.  At the 2011 PASS summit 
on October 11, Microsoft announced that the next major version of SQL Server, 
codenamed Denali, would be SQL Server 2012. The release date is set to the first half of 
2012. 

 
Oracle Database system environment 
 

In the Oracle Database system environment, the database application and the database 
are separated into two parts: a front-end or client portion, and a back-end or server 
portion—hence the term client/server architecture. The client runs the database 
application that accesses database information and interacts with a user through the 
keyboard, screen, and pointing device, such as a mouse. The server runs the Oracle 
Database software and handles the functions required for concurrent, shared data 
access to an Oracle database. 



 
Although the client application and Oracle Database can be run on the same computer, 
greater efficiency can often be achieved when the client portions and server portion are 
run by different computers connected through a network. The following sections discuss 
possible variations in the Oracle Database client/server architecture. 
 
Distributed processing is the use of more than one processor, located in different 
systems, to perform the processing for an individual task (see Figure 10-1). 
 

Figure 10-1 The Client/Server Architecture and Distributed Processing 

 
 
A database management system (DBMS)  

is a software package with computer programs that control the creation, maintenance, 
and use of a database. It allows organizations to conveniently develop databases for 
various applications by database administrators (DBAs) and other specialists. A 
database is an integrated collection of data records, files, and other objects. A DBMS 
allows different user application programs to concurrently access the same database. 
DBMSs may use a variety of database models, such as the relational model or object 
model, to conveniently describe and support applications. It typically supports query 
languages, which are in fact high-level programming languages, dedicated database 
languages that considerably simplify writing database application programs. Database 
languages also simplify the database organization as well as retrieving and presenting 
information from it.  

 
A DBMS  

 provides facilities for controlling data access,  
 enforcing data integrity,  
 managing concurrency control,  
 and recovering the database after failures and restoring it from backup files,  
 as well as maintaining database security. 

 
DBMS evolution: 



 
 1960s Navigational DBMS 
 1970s Relational DBMS 
 Late-1970s SQL DBMS 
 1980s Object-Oriented databases 
 21st century NoSQL databases (non-relational databases)  

 
In the 21st century a new trend of NoSQL databases was started. Those non-relational 
databases are significantly different from the classic relational databases. They often do 
not require fixed table schemas, avoid join operations by storing denormalized data, and 
are designed to scale horizontally. Most of them can be classified as either key-value 
stores or document-oriented databases. 
 
In recent years there was a high demand for massively distributed databases with high 
partition tolerance but according to the CAP theorem it is impossible for a distributed 
system to simultaneously provide consistency, availability and partition tolerance 
guarantees. A distributed system can satisfy any two of these guarantees at the same 
time, but not all three. For that reason many NoSQL databases are using what is called 
eventual consistency to provide both availability and partition tolerance guarantees with a 
maximum level of data consistency. 
 
The most popular software in that category include: memcached, Redis, MongoDB, 
CouchDB, Apache Cassandra and HBase. 
 
Current trends: In 1998, database management was in need of a new style of databases 
to solve current database management problems. Researchers realized that the old 
trends of database management were becoming too complex and there was a need for 
automated configuration and management. Surajit Chaudhuri, Gerhard Weikum and 
Michael Stonebraker were the pioneers that dramatically affected the thought of database 
management systems.  They believed that database management needed a more 
modular approach and there were too many specifications needed for users. Since this 
new development process of database management there are more possibilities. 
Database management is no longer limited to “monolithic entities”. Many solutions have 
been developed to satisfy the individual needs of users. The development of numerous 
database options has created flexibility in database management. 
 
There are several ways database management has affected the field of technology. 
Because organizations' demand for directory services has grown as they expand in size, 
businesses use directory services that provide prompted searches for company 
information. Mobile devices are able to store more than just the contact information of 
users, and can cache and display a large amount of information on smaller displays. 
Search engine queries are able to locate data within the World Wide Web. Retailers have 
also benefited from the developments with data warehousing, recording customer 
transactions. Online transactions have become tremendously popular for e-business. 
Consumers and businesses are able to make payments securely through some company 
websites. 

 
Data Storage: 
 
Database storage structures 



Database tables/indexes are typically stored on hard disk in one of many forms, 
ordered/unordered Flat files, ISAM, Heaps, Hash buckets or B+ Trees.  The most 
commonly used are B+trees and ISAM. 

 Unordered storage typically stores the records in the order they are inserted. While 
having good insertion efficiency, it may seem that it would have inefficient retrieval 
times, but this is usually never the case as most databases use indexes on the 
primary keys. 

 Ordered storage typically stores the records in order and may have to rearrange or 
increase the file size in the case a record is inserted.  This is very inefficient. 
However it is better for retrieval as the records are pre-sorted. 

 Heap files are lists of unordered records of variable size. Although sharing a 
similar name, heap files are widely different from in-memory heaps. 

 Hash buckets…Hash functions calculate the address of the page in which the 
record is to be stored based on one or more fields in the record. 

 B+ trees are the most used in practice.  A B+ tree is a type of tree which 
represents sorted data in a way that allows for efficient insertion, retrieval and 
removal of records, each of which is identified by a key.   

 ISAM stands for Indexed Sequential Access Method, a method for indexing data 
for fast retrieval. ISAM was originally developed by IBM for mainframe computers 

 
I found a white paper that included AWS Storage.  Given our use of EC2 instances, I believe 
including the link to the paper is germane in this component. 
 

Local Instance Store Volumes:  Amazon EC2 local instance store volumes (also called 
ephemeral drives) provide temporary block-level storage for Amazon EC2 instances. 
When you create an Amazon EC2 instance from an AMI, in most cases it comes with a 
preconfigured block of pre-attached disk storage.  Unlike EBS volumes, data on instance 
store volumes persists only during the life of the associated EC2 instance.  The amount 
of this disk storage ranges from 160 GB up to 1.7 TB, and varies by Amazon EC2 
instance type.  Larger Amazon EC2 instances have more and larger instance store 
volumes.  This storage is temporary and best used like a scratch volume or RAM disk. 
(pp 6-7) 

 
Data Storage from a user perspective: 
 

Online Storage Services: What to Look For: 
 Feature Set-Practical features make uploading, storing, accessing and sharing 

your files easy. Online storage services should offer remote access, public and 
private file sharing, scheduled backup and a drag–and–drop window. 

 Security-Security is exceptionally important when storing data. Online storage 
services should offer encrypted file transfer and password protection. 

 Storage Space/Price-The top online storage services offer a lot of storage space 
for a reasonable price, free trial accounts and don’t charge setup fees. 

 Ease of Use-Online storage services should be user–friendly and not require a lot 
of instruction in order to upload and access files. Anyone should be able to learn 
the basic functions of the service in minutes. 

 Help/Support-Good help and support is necessary with any service. Online storage 
services should provide self–help through FAQs, user manuals and tutorials. They 
should also provide customer support through email, phone or online chat. 

 



With online storage services, you won't have to worry about constantly using up all the 
free space on your hard drive anymore. These services take this struggle online and 
allow you to store your data securely and get more storage space if you need it. 

 
Data Security  (I included this topic because we covered it during class, and I found a good link 
addressing secure architecture for an SQL/Web server. 
 

Security. Imagine your business running at its best, your products are selling well when, 
suddenly, the fact that someone has broken into the security system of a profit-giving 
server comes to light. You will lose your benefit, your clients, and your products will lose 
their branding. You may even forfeit the trust of those who wanted to become your 
clients. Noting but losses. But wait a moment... if your site is not designed to sell 
anything then... No, your company’s image would suffer heavily. An insecure Web server 
may be a gate into the company. And if the gate is at the same time a connection with a 
database... I need not add anything further. 

 

 

Fig. 2. A secure Internet connection. 

 

 

Fig. 3. Simplified network topology for secure hosting of dynamic websites. 



Security. While taking advantage of the possibility of defining strict rules of 
communication inside the network one must achieve a satisfactory level of security. This 
involves a suitable distribution of roles among the systems. In this case hacking into one 
of the barriers won't compromise the whole network; such a hack will be limited to 
several devices or systems. For instance, breaking the first firewall will not cause a 
catastrophe. The hacker would only have access to the network cards of the web 
servers which have been placed outside and that have been protected as well as 
possible. In this case the servers' protection may be pushed to the limit because they 
only keep the URL's data; therefore the process will be efficient. In effect, the only threat 
to the whole system is to be flooded with unfiltered TCP/UDP/ICMP packets of the 
published network cards of the web servers. Of course, despite the existence of the 
firewall barrier the attack may be addressed directly at the web servers, with the use of 
the newest (or most fashionable) gap in the IIS security locks. This case is a bit more 
dangerous but besieging a single server is no victory for the hacker because all of the 
server-database connections run in trusted mode. This means that there is no APS site 
that could give the attacker a password or account enabling him to penetrate the system 
further. On the other hand, there is a good chance that another server from the NLB 
cluster would answer the attacker's query, causing slight confusion. The attacker can't 
even dream of going further, to any of the DMZ servers which only work in the internal 
network (SQL, DC, etc.). The correct hardening process of the external systems makes 
sending their packets into the network impossible. Please notice how far the aggressor 
is from the trusted internal network, the true heart of the system. Attack attempts from 
the corporation network are not definitely successful because a good set of rules does 
not allow direct communication with the servers. Moreover, even if the firewall is broken 
from the corporation network's side, all communications should stop at once since the 
servers will demand appropriate IPSEC packets. Those will not be available because the 
attacker will have just turned off their source. Well, it seems that we have just designed a 
perfect system. This may be true but you should never fall into a routine and become too 
self-confident. The history of successful hacking attempts shows that every system can 
be hacked with the right amount of expertise and funding. 

 
Per our class discussion on Controls with Jason Lannen: 
 
Types of Controls:   

 Manual 
 Automated 
 Prevention 
 Detective 
 Corrective 

 
Risk Management: 

 Identify risk 
 Assess risk 
 Classify and Prioritize 
 Manage the risk 

o Acceptance 
o Avoidance 
o Transfer 

 Reputation Risk 
 
Risk classifications: 



 Organizational (reputation) includes personal, financial, operational, and information 
security.  The organization needs competent advisors, e.g. Board of Directors, and a 
governance framework. 

 Personnel Risk-Hire competent people and train them adequately. 
 Financial Risk include inaccurate financial statements (accidental and intentional) 
 Operational Risk from customers and vendors and from business continuity 
 Information Security Risk-Confidential data, IT assets, employee data, operations, and 

finanacial statements 
 IT risks-people, process and technology, data, confidential, available, integrity 

 
General IT controls 

 Logical access to computing systems 
 Program develoment 
 The SDLC model an organization uses (waterfall, evaluationary, agile development) 
 Program changes 
 Computer operation (backup and recovery) 

 
Risks for cloud providers:  data loss and privacy 
Cloud operation Risks (latency-distance of transmission) 
 
Regulation risks: 

 SAS70 
 PCI (private) 
 HIPAA 
 ISO 27000 
 GLBA 
 Sarb Oxley 

 
Data servers, DBMS, storage and security were covered in this component of the Technology 
stack. 


