
Services: 
 
Technology options considered in this component include Web Services (Big and RESTful), 
SOA (Service Oriented Architecture), Cloud Computing, and Mashups. 
 
Big and RESTful Services were presented in my blog on November 7 based on the assignment 
from November 3. 
 
A summary of my Web Services blog's technology concepts: 

According to W3C, A Web service is a software system designed to support 
interoperable machine-to-machine interaction over a network. It has an interface 
described in a machine-processable format (specifically WSDL (Web Service 
Definition Language). Other systems interact with the Web service in a manner 
prescribed by its description using SOAP-messages, typically conveyed using 
HTTP with an XML serialization in conjunction with other Web-related standards.  

From Wikipedia:  SOAP (Simple Object Access Protocol) has three major 
characteristics: Extensibility (security and WS-routing are among the extensions 
under development), Neutrality (SOAP can be used over any transport protocol 
such as HTTP, SMTP or even TCP), and Independence (SOAP allows for any 
programming model).  A SOAP message is the basic unit of communication 
between SOAP nodes. 
 
According to Wikipedia, "Big Web services" use Extensible Markup Language 
(XML) messages that follow the SOAP standard and have been popular with 
traditional enterprises. In such systems, there is often a machine-readable 
description of the operations offered by the service written in the Web Services 
Description Language (WSDL). The latter is not a requirement of a SOAP 
endpoint, but it is a prerequisite for automated client-side code generation in many 
Java and .NET SOAP frameworks (frameworks such as Apache Axis2, Apache 
CXF, and Spring being notable exceptions). Some industry organizations, such as 
the WS-I, mandate both SOAP and WSDL in their definition of a Web service. 
 
From Types of Web Services, RESTful Web services use existing well-known W3C and 
Internet Engineering Task Force (IETF) standards (HTTP, XML, URI, MIME) and have a 
lightweight infrastructure that allows services to be built with minimal tooling.  Developing 
RESTful web services is inexpensive and thus has a very low barrier for adoption. You 
can use a development tool such as NetBeans IDE to further reduce the complexity of 
developing RESTful web services. 
 

From Wikipedia (and in addition to my blog), the Web services protocol stack is a protocol 
stack (a stack of computer networking protocols) that is used to define, locate, implement, and 
make Web services interact with each other. A Web service protocol stack typically stacks four 
protocols: 
 

 (Service) Transport Protocol: responsible for transporting messages between network 
applications and includes protocols such as HTTP, SMTP, FTP, as well as the more 
recent Blocks Extensible Exchange Protocol (BEEP). 



 (XML) Messaging Protocol: responsible for encoding messages in a common XML 
format so that they can be understood at either end of a network connection. Currently, 
this area includes such protocols as XML-RPC, WS-Addressing, and SOAP. 

 (Service) Description Protocol: used for describing the public interface to a specific Web 
service. The WSDL interface format is typically used for this purpose. 

 (Service) Discovery Protocol: centralizes services into a common registry such that 
network Web services can publish their location and description, and makes it easy to 
discover what services are available on the network. Universal Description Discovery and 
Integration (UDDI) was intended for this purpose, but it has not been widely adopted. 

The Web service protocol stack also includes a whole range of recently defined protocols: 
BPEL, SOAP-DSIG. 
 

 
History of Web Services: (three phases) 

1991-2001 In June 2001 Gartner Group documented a timeline for the adoption of Web 
Services from 2001 – 2005. They suggested that 2001 would see many Web Services 
development tools delivered. With Beta and Final Release tools from Microsoft, IBM, 
Sun, Software AG, Oracle and many others, this proliferation of Web Services tools is 
well underway. 
 
2002-2004 Gartner suggested that 2002 will see Business Web Services start to appear 
in large numbers, also with Business-to-Consumer (B2C) access to mass consumer-
oriented Web Services. One example of such B2C Web Services is My Services from 
Microsoft (code-named Hailstorm). My Services are scheduled to be released in 2002 in 
association with Microsoft .NET.  
 
From 2003 the adoption of UDDI Registries (Universal Description, Discovery and 
Integration. This is projected to grow, with Private Registries emerging to support Private 
exchanges. Public Registries will emerge to support Public exchanges, with Government 
usage of Web Services also accelerating sharply. Some of these Registries may offer 
free access to Web Services, but most are expected to be released on a fee-paying 
basis. We will discuss some of the implications of fee-based Web Services in the 
following section.  
 
2004, according to Gartner, will see the adolescence of Web-Services-based business 
models, with Private Registries still dominating. New revenue-generation models and 
channel opportunities will become commonplace. Gartner predicts that by 2004, 40% of 
financial services transactions will leverage Web Services models, with 35% of online 
government services delivered as Web Services. 
 
2005 onwards 2005 will see Public UDDI Registries gain attention as Public B2B 
Exchanges begin to re-emerge after a relative hiatus in 2001 – 2002 during the dot-Com 
downturn. Dynamic Web Services will also gain more attention. We will refer to this 
period (2005 and beyond) as “Phase 3” of Web Services evolution. For Web Services to 
deliver fast, seamless integration of Business Partners on an enterprise scale during 
Phase 2, a number of issues will need to be addressed. These include: Quality of 
Service (QoS); network reliability; transaction recovery; real-time messaging; security; 
and billing mechanisms…. 

 
From Service Stack on the history of Web Services:  Web services should be 
interoperable to facilitate communication over a network.  Unfortunately over the years 



different companies have had different ideas on what the most ideal interoperable 
protocol should be, leaving a debt-load of legacy binary and proprietary protocols in its 
wake. 
 
Service Stack's new JSV Format:  The latest endpoint to be added to Service Stack, is 
JSV the serialization format of Service Stack's POCO TypeSerializer. It’s a JSON 
inspired format that uses CSV-style escaping for the least overhead and optimal 
performance.  
 
With the interest of creating high-performance web services and not satisfied with the 
performance or size of existing XML and JSON serialization formats, TypeSerializer was 
created with a core goal to create the most compact and fastest text-serializer for .NET. 
In this mission, it has succeeded as it is now both 5.3x quicker than the leading .NET 
JSON serializer whilst being 2.6x smaller than the equivalent XML format.  
 
TypeSerializer was developed from experience taking the best features of serialization 
formats it looks to replace. It has many other features that sets it apart from existing 
formats which makes it the best choice for serializing any .NET POCO object.  
 

From Wikipedia, a SOA (Service Oriented Architecture)  
is a set of principles and methodologies for designing and developing software in the 
form of interoperable services. These services are well-defined business functionalities 
that are built as software components (discrete pieces of code and/or data structures) 
that can be reused for different purposes. SOA design principles are used during the 
phases of systems development and integration. 
 
SOA also generally provides a way for consumers of services, such as web-based 
applications, to be aware of available SOA-based services. For example, several 
disparate departments within a company may develop and deploy SOA services in 
different implementation languages; their respective clients will benefit from a well-
understood, well-defined interface to access them. XML is often used for interfacing with 
SOA services, though this is not required. JSON is also becoming increasingly common. 
 
SOA defines how to integrate widely disparate applications for a Web-based 
environment and uses multiple implementation platforms. Rather than defining an API 
(application programming interface), SOA defines the interface in terms of protocols and 
functionality. An endpoint is the entry point for such a SOA implementation. 
 
Service orientation requires loose coupling of services with operating systems, and other 
technologies that underlie applications. SOA separates functions into distinct units, or 
services, which developers make accessible over a network in order to allow users to 
combine and reuse them in the production of applications. These services and their 
corresponding consumers communicate with each other by passing data in a well-
defined, shared format, or by coordinating an activity between two or more services. 
 
SOA can be seen in a continuum, from older concepts of distributed computing and 
modular programming, through SOA, and on to current practices of mashups, SaaS, 
and Cloud Computing (which some see as the offspring of SOA. 
 



Layer interaction in SOA 
 
From our class notes on August 25,  

Cloud computing is computing services offered by a third party (like Amazon or 
Google) available for use when needed.  Those services can be scaled dynamically in 
response to changing needs.  This is one of the newer things making cloud computing 
different than traditional ways of providing web servers and hosted solutions.   

 
5 Main Principles of Cloud Computing 

1. Pooled resources–means we're using assets that are pooled (not dedicated).  A 
huge amount of servers that are externally purchased and controlled or may 
instead be internal resources that are pooled or not dedicated.  With Amazon's 
cloud they have huge data centers where they have a many servers supporting 
their own retail efforts.  But they also have a lot of unused resources.  Many 
companies will put enough servers out there to handle their worst-case solution, 
but for day-to-day, they only need a small portion of that potential.  So Amazon 
came up with the cloud computing solution to pool their resources and allow 
people to use Amazon's unused cycles.  This created another revenue stream for 
Amazon and provided a fairly cheap way for customers to use some of Amazon's 
server resources.   

 
2. Virtualization–A lot of people have been moving to virtualization for many years.  

It puts another software layer on our physical computer or our servers so that 
when you connect to the virtual server, you'll connect to a Windows server or a 
Unix server (not Apple yet), but it doesn't mean the physical server is running that 
same operating system.  You interact with the virtual server which in turn will 
(connect) use the physical resources.  In that way the same physical hardware 
can allow several different ways of interacting with it–several different systems to 
be virtualized on same server.  That allows higher utilization on commodity 
hardware.  That's probably the single biggest factor behind the growth of the 
cloud.  So all these servers that Amazon had in their data center, if they virtualize 
them, they can now say that now one portion of the physical server is now use by 



Netflicks and this other portion is used by Amazon.  (A little simplified because a 
company like Netflicks would have high usage.)  Virtualized servers are going to 
be the primary units that we can consume as needed in the cloud.  Hundreds of 
servers there.  If you say you need another server, someone doesn't just run in to 
add another server to the rack.  Basically what happens is your virtual servers 
are added on the unused bandwidth on the other physical machines.   

 
3. Virtualization allows for elasticity–synonym for what we would call dynamic 

scaling–we can dynamically change how much of a resource we're consuming in 
response to how much we need.  If my Web site was running on one virtual 
server and suddenly got a huge number of visitors there, it can automatically 
scale to use multiple servers.  Or if I want to have the site to notify me about 
excess site hits, I could go in and manually say I need to fire up in a matter of 
moments multiple servers.  Instead of having someone go in and add physical 
servers or includes more to the rack.  Typical applications require a base level of 
resources under normal conditions but often need more resources under peak 
load.  The ability to use elasticity allows us to use daily just what we need and 
elastically scale to help us when we have peak conditions.  We would only have 
to pay for peak conditions when needed. 

 
4. Automation -Virtualization helps here as well.  Instead of actually having to 

manually go in and work with our servers, we can go in through an API to 
connect with the servers.  Amazon has an API and automated console.  We can 
fire up as many servers on that as we want. We want to see the automation in 
effect so we can build and deploy and configure multiple and even different types 
of servers using the API.  

 
5. Metered Billing:  Different ways of using resources gives rise to different ways to 

pay for different resources.  Traditional hosting and colocations are usually paid 
for with a subscription fee per month (ask for a certain resources a month, and 
you pay a certain amount in the month).  The less resources you want to 
subscribe to, the less you pay.  You probably would include a little buffer, so you 
pay for more resources than you might need if you're going with the traditional 
method.  But with meter billing (Amazon calls it "Pay for what you drink"), you 
only pay for peak conditions when you use those.  Generally, you can use a 
lower amount.  For most people starting out this is a cheaper option.  There does 
come a time when it might be more economical have dedicated servers. 

 
Benefits of cloud computing: 
1) Economic benefits of the change from capital to operating expenditures (as 

mentioned previously, the cloud can provide economic leverage because with their 
hosting solutions, they have a huge volume.  Businesses like Amazon or Google or 
Microsoft have huge data centers they're building in various parts of the country and 
the world.  Because of that their servers can be much cheaper.  Because they can 
get cheaper hardware, servers, energy, etc. and get volume discounts, they can 
pass some of that onto us as consumers and they get "economies of scale" 
(Economies of scale" is a long run concept and refers to reductions in unit cost as the size of 
a facility and the usage levels of other inputs increase.  e.g.  purchasing/volume discounts.).  
Also pay as you drink plan gives economic benefits. 



2) Agility benefits–not having to procure and provision servers.  We can scale as we 
need to.  We don't have to get several dedicated servers.  Just get what you need for 
day-to-day basis; then set it so that it scales up as needed. 

3) Efficiency benefits that lead to competitive advantage–time to market advantages: 
Instead of going to do something hosted, usually when you're new you're going to be 
small, so say hey, we can fire something up very quickly on a cloud–get it started, 
and we might get it to market faster (can often give competitive advantage) to 
capture market share first.  Consider Amazon's online book selling business.  They 
were one of the first big retailers online, and that was a big competitive advantage.  
They had to maintain that advantage, but they had the lead to start with.  So they just 
had to stay there once they got there.  If someone has a new idea for a startup or a 
new application, it may be that it's good to get started in the cloud because it's 
cheaper to begin with, and then move to other solutions as you grow.  

4) (May be a little controversial) Security might be stronger and better in the cloud (not 
proven yet; may be where some of the main hype from the vendors comes in)–main 
pro is that people who construct data centers will be more knowledgeable and 
concerned about the security on their servers than a company that puts together a 
bunch of servers just to support their own retail business.   

 
History of basic parts of the cloud: 

1. Virtual Machine concept has been around since 60s.  Generally, single use systems.  
They evolved in the 70s to systems that were time-shared.  Mainframes were almost 
virtual types of machines.  Whenever a person would connect, they would connect to 
a virtual machine.  Other people would be using the machine at the same time–
known as time sharing.  Large computing resource was virtualized, and then a virtual 
machine was allocated to each individual user.  Had thin clients at that time.  Your 
terminal and keyboard were inputs to the big machine, but disconnected; they 
couldn't do anything.  (The Technology shift today is almost getting back to that with 
cloud computing.  Getting back to using virtual machines somewhere else, and our 
thin client is the browser.)  Scarcity of computing resources in the past drove 
virtualization. 

 
2. In the 80s and 90s a new paradigm evolved with the client/server.  This how the 

Internet primarily worked:  Browser being a client connecting to a server asking for 
resources from the server.  (Clients have expanded to being anything like an app on 
your cell phones, to a browser, or something like your power meter that connects 
and gets a service from the energy company.  The task is split between the client 
and the server, but the task requires a smarter client that what the time-sharing on 
main frames did.  Your PC has to be able to do some things.  Your browser can 
actually process script, like Java script.  

 
3. In the 2000s we moved to an era of grids and SAAS–got into utility computing, large 

arrays of commodity hardware used for computing tasks, e.g. salesforce.com–
probably one of the biggest users of SAAS.  They offer customer resource 
management software (CRM) basically through a browser.  It's a subscription 
service.  They have SAAS and FAAS so people can build applications on top of 
salesforce.com.   

 
4. In 2005 Amazon started using their own cloud.  In 2007, they offered a subscription 

service.  The utility model was reborn.  The trend was almost moving back to old 
days of the main frame by having our browser be kind of a dumb or "thin" client that 



connects to all of the commodity servers in the back end.  The big difference is that 
server farms can scale dynamically much better, and they have almost unlimited 
ability to scale compared to the mainframes in the 60s.  As we move back to the 
cloud we're moving some of those resources (mainly for economic benefits) back up 
to storage elsewhere. 

 
5. Additional trends making cloud computing possible:  housing of physical and 

computing resources; data center evolution (new ways to make data centers, e.g. 
Google and Amazon building newer more efficient data centers, and they're putting 
them where they can get cheaper electricity–many build in the north w/ a cooler 
climate, and they have close power plants to get cheaper electricity).  Commodity 
hardware (Google is known for building servers themselves out of different 
components.  If a cheap server goes out, they can just replace it, and because 
everything is virtualized, it shouldn't affect the end-user.) 

 
6. Another trend that's driving the cloud and making it possible is the componentization 

of software.  Software made of different components (objects) (like Java does)–that's 
part of the trend toward componentization of software.  Think of one of those objects 
that was part of your program being actually located on another computer 
somewhere out on the Internet.  Instead of creating it, someone else did.    The class 
you make in Java can call that object.  That's what we do when we connect with the 
Google Map API and ask for a map reference.  We are making the hardware 
componentized by virtualizing it.  We can also make the software componentized.  
The software is becoming a bunch of different components Google maps API in 
class. 

Mashups according to Wikipedia 
In Web development, a mashup is a Web page or application that uses and combines 
data, presentation or functionality from two or more sources to create new services. The 
term implies easy, fast integration, frequently using open APIs and data sources to 
produce enriched results that were not necessarily the original reason for producing the 
raw source data. 
 
The main characteristics of the mashup are combination, visualization, and aggregation. 
It is important to make existing data more useful, moreover for personal and professional 
use. 
 
To be able to permanently access the data of other services, mashups are generally 
client applications or hosted online. Since 2010, two major mashup vendors have added 
support for hosted deployment based on Cloud computing solutions; that are Internet-
based computing, whereby shared resources, software, and information are provided to 
computers and other devices on demand, like the electricity grid. 
 
In the past years, more and more Web applications have published APIs that enable 
software developers to easily integrate data and functions instead of building them by 
themselves. Mashups can be considered to have an active role in the evolution of social 
software and Web 2.0. Mashup composition tools are usually simple enough to be used 
by end-users. They generally do not require programming skills and rather support visual 
wiring of GUI widgets, services and components together. Therefore, these tools 
contribute to a new vision of the Web, where users are able to contribute. 

 
History of Mashups 



 
The history of mashup can be backtracked by first understanding the broader context of 
the history of the Web. For Web 1.0 business model companies stored consumer data 
on portals and updated them regularly. They controlled all the consumer data, and the 
consumer had to use their products and services to get the information. 
 
With the advent of Web 2.0 a new proposition was created, using Web standards that 
were commonly and widely adopted across traditional competitors and unlocked the 
consumer data. At the same time, mashups emerged allowing mixing and matching 
competitor's API to create new services. The term isn't formally defined by any standard-
setting body.[2] 
 
The first mashups used mapping services or photo services to combine these services 
with data of any kind and therefore create visualizations of the data.[3] In the beginning, 
most mashups were consumer-based, but recently the mashup is to be seen as an 
interesting concept useful also to enterprises. Business mashups can combine existing 
internal data with external services to create new views on the data. 
 
Mashups are in the ascendant. As a statistic from Programmable Web found out in 2009 
that three new mashups have been registered every single day for the last two years. 

 
In conclusion, this component of the Technology Stack included Web Services, SOA, Cloud 
Computing and Mashups. 


